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Abstract

Level set methods are a general and powerful technique to represent an object's boundary by the means of an
implicit function that has a specific value on the boundary. This property permits the easy modeling of interfaces
between different fluids that interact under prescribed/evolving conditions or that act under specified constraints.
The Cactus Code is a general framework for developing computational solutions for a varied class of partial
differential equations (PDEs). Amongst many Cactus applications are: numerical relativity, astrophysical flows and
computational fluid dynamics (CFD). The purpose of this research work is to test and implement level set methods
for solving problems with evolving surfaces within the Cactus framework. Once this method is implemented in
Cactus it can be further used and upgraded to implement free surface flow and multiphase CFD problems making it
easier for other scientists to conduct research in this field.

To benchmark and validate the implementation, a simple problem of a notched disc moving in a rotational velocity
field (known as Zalesak’s Problem) is solved using Cactus. A simple implementation of a specific level set method
must maintain constant volume of the disc after a full rotation. The results show the importance of reinitializing the
signed distance function which is used to represent the interface of the notched disc. The shape of the notched disc
changes to decrease sharp corners and becomes smoother at the end of a full rotation. Although the disc preserves its
volume throughout the rotation by using this simple level set method, its shape changes drastically. Implementing
advanced versions of simple level set methods™" that preserve the shape of the interface over arbitrary velocity
fields is deferred for future research. The results of Zalesak’s Problem on different grid resolutions and under
different flow conditions will be presented to validate as well as verify the correct implementation of the algorithm.

1 Introduction

1.1 what are level set methods?
Level set methods'**>” present a technique of representing an object and its boundary by the use of an implicit
function. This representation allows for the easy manipulation of that object in given/evolving velocity fields by the
use of partial differential equations. Since the use of implicit functions' is basic to the principle of level sets it is
important to understand the concept.

Imagine a 2-dimensional plane and a circle of radius r centered at the origin within that plane. The circle divides
the plane into 2 regions which are connected by the points on the curve (in our case the circle) which is named the
interface. If we were to consider a way of representing this mathematically it makes sense to try to represent this
with a function which is 0 on the interface and has different values for the separate regions. By choice we generally
select a function which has a negative value inside and positive outside. A example for this is the function f(x,y) =
x* + 3’ — " which has a negative values inside, 0 on the interface, and positive outside. Similarly we can imagine a
3-dimensional space and a closed surface within that space. It similarly divides the space into 2 regions: inside the
surface and outside with the surface representing the interface. By choosing a similar function @, which has a value
of 0 on the interface and negative values inside and positive outside, we will choose an implicit function which can



represent this surface and the regions defined.

The reason for selecting these types of functions to represent surfaces is the ease with which they can be
manipulated by the use of partial differential equations (PDEs) to evolve the surfaces. Computational Fluid
Dynamics (CFD) use level set methods'"'>"*'* exactly because of this ability which allows scientists to easily
modify fluid representations within different types of velocity fields, whether these are driven by the mean curvature
of a fluid surface, a given motion in the normal direction or a simple external velocity field. The implicit function
usually chosen to best represent these fluids is the signed distance function (SDF)'. This is a function which is 0 on
the interface -d inside the surface and +d outside the surface where d is the shortest distance from the point to the
surface.
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Figure 1. An implicit definition by the use of the function f{x,y) =x" +y’ —r°
1.2 what is the Cactus framework?

“Cactus is a framework for developing portable, modular applications, in particular, although not exclusively, high-
performance simulation code”.’ Basically Cactus'®'” presents an easy way of writing code so that it can be used
quickly and independently of a particular architecture or the need for parallelization. Although many different
frameworks exists that each benefit from particular knowledge of certain aspects or fields of research Cactus is
unique because of its extraordinary portability which has allowed it to be successfully tested on most known
architectures. Cactus consists of two separate parts: the “flesh” which just provides the basic interaction with the
computational environment; and thorns which implement different concepts. An example of a thorn is PUGH which
is a default memory allocator or CartGrid3D which creates a grid with the given specification. All thorns which are
generally related reside within collections known as arrangements. One other great advantage of Cactus is the fact
that each thorn generates an implementation which is independent of the underlying code. This permits the user to
specify any thorn which provides this implementation and allows him at any moment to substitute this thorn for any
other that provides the same implementation. Also, another important aspect is the fact that Cactus is open source so
it can be acquired by anyone without problem and edited, with some knowledge of the code, of course, to fit any
other problems desired.

1.3 why implement level set methods in Cactus?

As previously stated, level set methods represent an important part of Computational Fluid Dynamics, which of
course have many different important applications12’14. Therefore the introduction of a CFD toolkit within Cactus
would offer many advantages to scientists and researchers within this field. The introduction of a thorn to handle
level set methods is only obvious then to facilitate the creation of this toolkit. Although the thorns which are
presented here are maybe not as complex as required for a scientific program, they embed a simple example and
implementation of the concept. The concept and problem were implemented in Cactus also to take advantage of the
possibilities of the framework, namely the modular approach which allowed for the problem to be split into two
separate thorns: one which handles the initialization of a function and velocity field with given values and another
thorn to evolve this function in the given velocity field and to do the very important reinitialization of the Signed
Distance Function.



2 Problem Description

2.1 notched disc or Zalesak’s Problem

After writing the initial code within Cactus there is an obvious need for a test case to verify and validate the
correctness of the algorithm as well as provide an example for the thorn. In this frame of reference a simple problem
known as “Zalesak’s Problem” was chosen to test the implementation of level sets within Cactus. This problem
deals with a notched disc or sphere that evolves within a rotational velocity field. The goal of the problem is to best
preserve the volume and shape of the notched disc. The shape of the notched disc should modify though within this
implementation because of the simple implementation of level set methods which try to preserve volume and not
shape. Under these simple level set methods the evolution will tend to 'blur out' sharp edges or corners within the
interface and give a smoother picture of the disc. This tendency should be minimized as the size of the grid
increases or the size of the timestep decreases thus providing greater accuracy and better results. Zalesak’s Problem
presents a great test case for the implementation of level set methods because it allows for testing of the way in
which that particular implementation deals with sharp edges while trying to preserve volume and shape.

2.2 reinitialization importance and scheme

One important problematic aspect with level set methods that is also pointed out by Zalesak’s Problem is the
importance of reinitialization™>*” of the SDF. The problem with level set methods is that after applying the partial
differential equations on the function (which is represented by values at the grid points) for a number of timesteps
the function’s values begin to differ significantly from the SDF which the function is suppose to represent. This
requires the reinitialization of the SDF by recalculating the values of the function starting from the approximate
values of the interface from the grid. This is very important for the calculation because differences in the function
from the SDF can bring about large errors within the simulation.

For this task there exist different methods of recalculating the SDF. One method presented is the evolution in the
normal direction of the interface with a speed of one and considering the crossing time (the time the new interface
reaches a point on the grid) as the value of the SDF at that point. While this method seems to provide a very accurate
approximation is also requires high amounts of simulation time. Another, less time intensive, approach for the
computation of the values of the SDF is known as the 'Fast Marching Method'">*. The way this particular method
works is by creating a list with the point on the interface and continuously adding to that list the closest point to the
'band of points' already selected within the rest of the Grid. This process continues until the entire grid has been
covered and the values in the list represent the new values of the SDF. In the implemented code a variation of this
technique was used to recalculate the SDF.

2.3 other papers discussing Zalesak’s Problem

Another main reason why Zalesak’s Problem was used to test the implementation of level set methods within Cactus
is the fact that this problem has been very well documented and there exist many similar papers“’s’(”mo’15 to which
the results of the tests could be compared to. Although the implementation given within Cactus does not benefit
from the same high-order discretization for the spatial derivatives (the partial differential equations with regard to
the x, y and z directions) it should still provide data comparable with these other papers and should also present the
same general properties.

2.4 implementation within Cactus

The implementation of level set methods within Cactus was made into two separate thorns: ID_NotchedDisc and
NotchedDisc. The first thorn, named ID_NotchedDisc, supplies the simulation and implementation with the initial
data needed for a run. It creates the initial data on the disc, whether it is a notched disc or simple disc (first test case)
and tests the initial data parameters for errors like, for example, a notch bigger than a disc. It also creates the
velocity field and initializes the values of limits which are admissible in the simulation.

The second thorn, named NotchedDisc, uses the initial data and other information about the type of simulation to
evolve the desired function in the velocity. This thorn also has implemented the reinitialization algorithm and
performs it whenever the required parameter is reached.

The equation, which was solved, was a simple PDE equation that represents the motion of an incompressible
object within an externally generated velocity field:
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The PDEs were discretized by using first order accurate upwind schemes, which, for positive values of the
velocity field, would have the following values:

The values for the PDEs change within the upwind scheme to account for the direction of the information flow and
might cause a change in the discretization of the spatial derivatives:

if u>0 | if u<0

Due to the nature of discretizing the PDEs there exists a limit which must be imposed for all the values of the
velocity field and of the parameters which appear within the simulation. These restrictions are imposed because of
the fact that information from one grid cell can not pass more than one space between grid points within one
timestep. This is mathematically represented by a factor known as the Courant number which has the form:

max Ax,Ay,Az

In order for the simulation of the flow to be stable and produce a correct output it is required that this Courant
number be less than or equal to one for all values within the given velocity field. If these values are exceeded
numerical errors appear that have a great affect on the simulation and usually cause for the simulation to ‘explode’,
which means the appearance of very large numbers that destroy the data within the grid.

Even without the problem of an unstable grid the simulation still encounters numerical errors due to the first order
schemes and the reinitialization algorithm, which are also the cause of the loss in volume.

The reinitialization algorithm implemented within Cactus also presents small differences from the regular Fast
Marching Method scheme. As was previously stated the Fast Marching Method works by creating a band of points
with known values and by continuously adding the closest point to that band and calculating its distance to the
interface by comparing it to all the points in the band. Starting from this algorithm the following was created.

First the implemented algorithm selects the points in the interface and puts them in a list. Then it initializes a
matrix with the same dimensions as the grid with either the points position if it is on the interface or with 0 if it is
not on the interface; this matrix will represent the ‘source’, or closest point on the interface, of the selected point.
Then, starting with the first point in the list, we select all the points neighboring the selected point that do not have a
‘source’ point. We then proceed to calculate the minimum value to the interface from that point by comparing the
distance between the sources of the neighbors and the selected point plus the value of the function at the sources and
selecting the smallest distance. The source of the currently selected point then becomes the source of the chosen
neighbor and the point is added to the list. This is done for all the neighbors of the initially selected point in the list
until all neighbors are done then the algorithm passes on to the next point in the list. The algorithm continues until
the list fills up with all the points in the grid and then copies the new values to the grid.
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Figure 2. A view into the reinitialization algorithm



3 Simulation Results

The Cactus implementation was tested with a notched disc problem with the following characteristics: grid domain
[-20, 20] x [-20, 20], radius of the disc 15, notch length 25 and notch width 5. Other characteristics of the simulation
varied in order to better see the results: grid size 50x50, 100x100, 200x200 and 400x400; reinitialization every 1
timestep, 2 timesteps, 5 timesteps, 10 timesteps, 20 timesteps and no reinitialization; timesteps of 0.0005, 0.001,

0.005, 0.01 and 0.05.
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The results presented above may also suffer errors due tot the method with which the area was calculated. For
every negative value within the grid a square with an area of AXAAy was added. The results confirmed most of the

concepts presented above.

The results showed that as the gridsize increases much better results appear but this is done at the cost of time as
both the number of points increases and the timestep decreases as a requirement of the courant factor. If the timestep
does not decrease inversely proportional to the girdsize the courant number increases and that can cause the
simulations to ‘blow up’ (while the simulations with grid size 50 and timestep .01 give useful results the simulations
for gridsizes 100, 200 and 400 with the same timestep blow up ).

For every grid size and timestep there was a significant difference between the simulations done with and without
reinitialization. The simulations showed the importance of reinitialization as these simulations presented about 50%
less loss in volume after the introduction of reinitialization. One unexpected result was the appearance of slightly
better solutions with reinitialization at lower time intervals but this could be explained by cancellations of the errors
introduced by the first order accurate scheme and the reinitialization scheme.

4 Conclusions

The implementation of level set methods within Cactus has been successfully done even though it is only a first step
since the final implementation must provide full volume conservation. The need for higher order accurate schemes is
obvious from the errors which appear within the calculation at low grid sizes with 79-34% loss in volume. Also the
very high time achieved by the relatively high grid size, ~6000 seconds from figure 5 which is approximately 1 hour
and 40 minutes shows the need for parallelization of this algorithm in order to reduce the time on any given
simulation.

5 Present and future work

Currently the status of the implementation of level set methods within Cactus has become more complex to include
greater customization of the functions and to allow for greater flexibility. The implementation itself has been slowly
modified and has been brought closer to a parallel version which should be available soon. The partial derivatives
have also been implemented with higher accuracy 2" order with the comment that these properties have not yet been
tested. Although this is an improvement from first order the discretizations will be increased to present up to 5t
order accuracy in the future.

After these problems are successfully included into Cactus the next step will be to pass on from externally
generated flows to other types of motions, for example motion within the normal direction or curvature driven flow.
Also more advanced level set methods like particle level set methods will be implemented to prevent changes in the
shape of the fluids which appear in normal level set methods.
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